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Executive Summary
In this project a ten-year hospital inpatient dataset is analyzed to evaluate whether diabetes-related factors are associated with hospital readmission. The dataset supports the assessment of clinical utilization patterns, diabetes management indicators, and patient-level characteristics to determine potential predictors of readmission outcomes within a healthcare context.
The objective of this project is to transform raw hospital records into a structured, analysis-ready dataset that enables evaluation of diabetes as a contributing factor to readmission risk and supports business intelligence reporting for healthcare decision-making.

Dataset: Hospital Readmissions
The hospital readmissions dataset contains patient demographic brackets, hospitalization metrics, prior healthcare utilization history, clinical diagnoses, laboratory indicators, and diabetes treatment information. The dataset includes multiple explanatory variables and one binary target variable indicating whether the patient was readmitted.
Key variable groups included:
• Patient Demographics:
· age – Age bracket of the patient
• Hospitalization Intensity Metrics:
· time_in_hospital – Length of stay (1–14 days)
· n_procedures – Number of procedures performed during admission
· n_lab_procedures – Number of laboratory procedures conducted
· n_medications – Number of medications administered

• Prior Healthcare Utilization (12 months prior):
· n_outpatient – Number of outpatient visits
· n_inpatient – Number of inpatient admissions
· n_emergency – Number of emergency visits

• Clinical Information:
· medical_specialty – Specialty of admitting physician
· diag_1 – Primary diagnosis category
· diag_2 – Secondary diagnosis
· diag_3 – Additional secondary diagnosis

• Diabetes & Laboratory Indicators:
· glucose_test – Glucose serum result (High, Normal, Not performed)
· A1Ctest – A1C test result (High, Normal, Not performed)
· change_status – Whether diabetes medication was changed (Yes/No)
· diabetes_med – Whether diabetes medication was prescribed (Yes/No)

• Target Variable:
· readmitted – Indicates whether the patient was readmitted (Yes/No)

This dataset supports patient-level readmission risk analysis, healthcare utilization assessment, and evaluation of diabetes-related clinical factors as potential predictors of hospital readmission.

Business Problem & Objectives
Business Context
Healthcare providers must continuously monitor hospital readmission patterns to improve patient outcomes, optimize resource utilization, and reduce avoidable costs. High readmission rates are often associated with chronic disease burden, treatment complexity, and gaps in care coordination.
Diabetes, as a prevalent chronic condition, increases clinical risk and may contribute to higher hospital utilization. Understanding whether diabetes-related indicators are associated with readmission is essential for improving chronic disease management strategies and operational planning within hospital systems.
Key Business Questions
· What is the overall hospital readmission rate within the dataset?
· Are patients prescribed diabetes medication more likely to be readmitted?
· Does a change in diabetes medication correlate with higher readmission rates?
·  Do abnormal glucose or A1C test results increase readmission likelihood?
· How do hospitalization intensity indicators (length of stay, procedures, medications) impact readmission risk?
· Does prior utilization (outpatient, inpatient, emergency visits) predict future readmission?
· Which diagnosis categories and medical specialties exhibit elevated readmission rates?
Analytical Scope
To address these challenges, the project will:
· Develop a clean, structured, and analysis-ready SQL data model using a staging-to-core architecture
· Standardize and validate clinical and utilization variables for analytical reliability
· Calculate key healthcare performance indicators (KPIs), including readmission rates and utilization metrics
· Segment patients by diabetes status, utilization intensity, and diagnostic category
· Analyze patterns and relationships between diabetes indicators and readmission outcomes
· Translate analytical findings into actionable insights for improving hospital performance and chronic disease management strategies

This structured approach ensures that the analysis moves beyond descriptive reporting and provides decision-support value for healthcare administrators and analysts.

Data Cleaning & Preparation
This project applied a structured, audit-friendly SQL cleaning pipeline to transform the raw hospital readmissions dataset into a standardized, analysis-ready core table (core_readmissions_clean). The approach follows a staging-to-core architecture, ensuring the raw source data remains intact while all cleaning logic is documented, reproducible, and traceable through the surrogate key (stg_row_id).

Data Ingestion & Staging Design
A dedicated MySQL database (hospital_readmissions) was created to isolate the project environment. The raw dataset (hospital_readmissions.csv) was loaded into a staging table (stg_hospital_readmissions) with explicit data types aligned to expected domains:
· Categorical/text fields stored as VARCHAR (e.g., age bracket, diagnoses, tests, Yes/No indicators)
· Utilization and intensity metrics stored as SMALLINT (e.g., length of stay, procedures, visits)
· A surrogate primary key (stg_row_id) was added to enable record-level traceability between staging and core outputs.
This staging layer was treated as a controlled raw zone—no business transformations were applied until after initial profiling.

Standardization of Missing / Unknown Values
To enforce consistent null-handling, the pipeline standardized common “missing tokens” and placeholders across text fields. Values such as:
' ', na, n/a, none, null, unknown
were systematically converted to SQL NULL for all relevant VARCHAR columns. This ensures downstream KPIs and segmentation logic are not distorted by inconsistent text placeholders and enables reliable filtering, grouping, and aggregation in analysis and Power BI.

Duplicate Assessment (Diagnostic Control)
A full-row duplicate diagnostic query was executed across all fields used in analysis. This step identified whether the dataset contains repeated records with identical values across patient age, utilization measures, diagnoses, testing indicators, and readmission outcome.
Duplicates were intentionally treated as a data quality diagnostic rather than automatically removed, supporting transparency and allowing downstream handling decisions based on business context (e.g., repeated encounters vs true duplicates).

Outlier Assessment and Flagging (IQR-Based)
To support robust analysis, the pipeline included outlier assessment for key utilization variables using an IQR methodology. Quartiles were estimated using window functions (PERCENT_RANK()) to derive Q1 and Q3 thresholds.
Rather than removing outliers (which can introduce bias in clinical utilization data), the pipeline created explicit outlier flags in the core dataset:
· outlier_time_in_hospital
· outlier_n_lab_procedures
· outlier_n_medications
This approach preserves full record context while enabling controlled sensitivity analysis in reporting (e.g., include/exclude outliers in dashboards).

Consistency Checks (Clinical Logic Validation)
A diagnostic consistency check was applied to identify records with potential clinical contradictions, such as:
· diabetes_med = 'No' while change_status = 'Yes'
These cases were surfaced for review as potential data-entry issues or business-rule exceptions.

Export for Power BI & Downstream Analysis
The final deliverable (core_readmissions_clean) was exported to a structured CSV file with explicit formatting rules (delimiter, quoting, escaping, line termination) to support seamless ingestion into Power BI and other analytics tools. The export includes both analytical features and outlier flags to preserve full analytical capability.

Result: A reproducible and portfolio-grade SQL pipeline that converts raw hospital readmission records into a validated, standardized, and BI-ready core dataset suitable for KPI development, segmentation analysis, and predictive exploration of diabetes as a readmission risk factor.
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